
 
 

 

  

Abstract— With the upcoming nanometric technologies, 
integrated system performances after fabrication will not be fully 
predictable. Indeed, the process variations really become huge at 
the chip scale. This implies to consider global management 
strategies in order to respect energetic and real-time constraints. 
Therefore performance estimation and management are today 
key points in new integrated systems. New strategies for energy 
management have to be used to meet the energy and real-time 
constraints. Solutions such as dynamic voltage and frequency 
scaling (DVFS) have to be considered, they have been explored 
and have shown significant energy savings while meeting 
performance requirements. This paper starts with a survey on 
different solutions for the new problems that arise with the 
nanometric era. Then, it proposes an energy/performance 
feedback control algorithm in order to reduce the impact of 
process variability. Finally, a case study is shown that applies 
this kind of feedback control algorithm for an embedded 
application on deep submicron technology. The proposed 
performance/energy controller is shown to have strong 
robustness against process variability.  

I. INTRODUCTION 

As embedded integrated systems in multimedia and 
telecommunication applications have reached limits in terms 
of power consumption, computational efficiency and 
fabrication yield, the upcoming generations require several 
drastic technological evolutions. The main problems that we 
are facing nowadays with the nanometric technologies can be 
categorized in three main problems: 

A. Process Variability 

Variability refers to the unpredictability, inconsistency, 
unevenness, and changeability associated with a given feature 
or specification. At nanometric technologies, variability has 
become one of the leading causes for chip failures and 
delayed schedules. In nanometric design flows, variability is 
associated with design modes, power states, environmental 
conditions, manufacturing steps, and the behavior of devices 
and interconnects. Variability affects the entire physical 
design environment, from power management, through timing 
and signal integrity closure to manufacturability. A major 
problem facing the computer and semiconductor industries is 
the increasing amount of CMOS process variability. 
Variability in low-level circuit parameters, such as transistor 
gate length and gate oxide thickness, complicates system 

 
 

design by introducing uncertainty about how a fabricated 
system will perform [1]. Although a circuit or chip is designed 
to run at a nominal clock frequency, the fabricated 
implementation may vary far from this expected performance. 

B. Leakage Power 

As voltages scale downward with geometries, threshold 
voltages must also decrease to gain performance advantages 
of the new technology. This reduction in threshold voltages 
has led to an exponential increase in leakage current in 
transistors. Thinner gate oxides have led to an increase in gate 
leakage current as well.  At 65 nm and below, leakage power 
accounts for a significant portion of the total power in high-
performance designs [2], therefore its management is essential 
in the ASIC design process. Leakage power is a growing 
concern in the overall design process. Unlike dynamic power, 
which can be managed by reducing switching activity, leakage 
power effect exists as long as the power is on. That’s why 
current process technologies are pushing designers to consider 
new design methods to reduce leakage power. 

C. Yield 

Early on, integrated circuit design rules were absolute and 
finite. The path to yield was fairly simple: comply with all the 
design rules and yield would follow. Designers did not need 
to worry too much about what happened in the fabrication 
after tape-out [3]. In the nanometric era, the game has 
changed. Yield success is much harder to achieve because of 
the increased number and complexity of variables affecting 
manufacturability. The designer's strategy must shift from 
simple design rule compliance to the definition and design of 
the optimal layout for the highest yield. 

II.  SUGGESTED SOLUTIONS 

Regarding the previously mentioned motivations, we can 
conclude the suggested solutions in two main points: 

A. Power management technique 

1) Leakage power management: In today’s technology 
nodes, leakage power is a significant contributor to the total 
power, as the gate length and threshold voltage are scaled 
down. Several techniques can be applied at the circuit level 
to reduce leakage power, including multi-threshold libraries, 
power gating and variable body biasing [4], [5]. 
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2) Dynamic power management: For current CMOS 
integrated circuits, the average power consumption and the 
energy dissipation is dominated by the switching power that 
arises from the charging and discharging of the load 
capacitance: 
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where C is the load capacitance, Vdd is the supply voltage 
and f is the clock frequency. These equations suggest that 
minimizing the load capacitance, reducing the supply 
voltage or slowing the clock can reduce power and energy. 
While the load capacitance can only be affected during 
chip design (for example by minimizing on chip routing 
capacitances and reducing external components access), 
voltage scalable processor and power controllable 
peripheral devices make it possible to reduce power and 
control it by a dedicated digital hardware or by an 
Operating System (OS). For instance, the OS can control 
the processor frequency and its voltage and/or put the 
devices in low-power sleep states (Dynamic Power 
Management) [8]. The power minimization can be 
achieved by resolving an off-line stochastic optimization 
problem but this is not always possible. Therefore the 
optimization has to be performed on-line by the control 
system dedicated to the power management. These 
techniques run slower the processors at a reduced voltage 
according to the instantaneous computational demand. As 
previously shown in (1), reducing the frequency f and the 
supply voltage Vdd decreases the energy and the power. 
The reduction is a quadratic function of the voltage Vdd 
and a linear function of the clock frequency f. As a result, 
Dynamic Voltage Scaling (DVS) can be used to efficiently 
manage the SoC energy consumption [9]. Supply voltage 
can be reduced whenever slack is available in the critical 
path, but we have to take care that scaling the voltage of a 
microprocessor changes its speed as well. So, adapting the 
supply voltage is very interesting when possible but this 
implies the use of Dynamic Frequency Scaling (DFS) to 
keep correct the system behavior. The addition of DFS to 
DVS is called DVFS (Dynamic Voltage and Frequency 
Scaling) and results in simultaneously managing the 
frequency and the voltage. In many cases, the only 
performance requirement is that the task meet a deadline, 
see Fig. 1.a. Such cases create opportunities to run the 
processor at a lower performance level and achieve the 
same perceived performance while consuming less energy. 
Fig. 1.b shows that decreasing the processor clock 
frequency reduces power consumption but simply spreads 
the computation out over time, thereby consuming the 
same total energy as before. Fig. 1.c shows that reducing 
the voltage level as well as the clock frequency achieves 
the desired goal of reduced energy consumption at an 
appropriate performance level [10].  

B. Globally Asynchronous Locally Synchronous (GALS) 
Paradigm 

Embedded integrated systems have two means of 
implementation. Firstly the conventional clocked circuits with 
their global synchronization – in which we face the huge 
challenge of generating and distributing a low-skew global 
clock signal and reducing the clock tree power consumption 
of the whole chip – makes them difficult for implementation. 
Secondly Systems-on-Chips (SoCs), built with predesigned 
IP-blocks running at different frequencies, need to integrate 
all the IP-blocks into a single chip. Therefore, global 
synchronization tends to be impractical [6]. By removing the 
globally distributed clock, GALS circuits provide a promising 
solution for SoC design. Moreover GALS techniques allow 
each locally synchronous modules frequency and voltage to 
be set independently, making scaling far more convenient 
than with the standard synchronous approach. GALS are chips 
split into multiple frequency domains, where each domain is 
synchronous with respect to its clock. The different domains 
are mutually asynchronous in that they may run at different 
clock frequencies, see Fig. 2. A GALS architecture can 
mitigate the impact of process and temperature variations, 
because a globally asynchronous system does not require that 
the global frequency was dictated by the longest path delay 
(the critical path) of the whole chip. In this case, each clock 
domain frequency is only determined by the slowest path in 
its domain.  
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Fig. 2.  GALS Architecture. 
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Fig. 1.  Energy Consumption vs. Power Consumption. 



 
 

 

III.  CONTROLLING UNCERTAINTY AND HANDLING THE 

PROCESS VARIABILTY 

In a reconfigurable GALS system process variability and 
fabrication yield can be improved by smartly removing tasks 
over fault or low performance nodes of calculation and assign 
them into other high performance ones. As each processing 
node performance can be measured by a sensor, a global 
system manager is able to distribute the tasks over the nodes. 
The task assignment takes into account the node performances 
and the task processing loads. The main target of this manager 
is to guaranty an overall chip performance. With this kind of 
approach, it is no more required to separately guaranty a 
performance for each node which relaxes the fabrication 
constraints and permits a yield enhancement.  

Based on the previous ideas we propose a solution to 
manage the impact of process variability in a multiprocessor 
GALS system. In a GALS system, we can choose to slow 
down some parts of the circuit while allowing others to 
operate at the maximum frequency. This enables more energy 
saving opportunities than conventional systems built around 
one processor and allows adapting the clock speed to the local 
process quality. Moreover, it has also been shown that 
multiple-clock designs (GALS) with voltage scaling are even 
better not only in terms of power and performance, but also in 
terms of variability [7]. As a result building a system based on 
the implementation of hardware resources whose 
performances are unpredictable at the fabrication time 
requires having total management strategies of the 
performance by adaptation of the voltage/frequency in order 
to respect the real time constraints of the application and the 
allocated energy budget. So it is proposed to use automatic 
feedback loops based on:  

• Measurement of the real local performances of 
silicon and the actuation of the parameters 
voltage/frequency (hardware level).  

• The suitable hardware resource allocation for the 
execution of a task in the assigned time/energy 
budget (operating system level).  

The idea is the use of dynamic DVFS with task scheduling 
techniques to dynamically manage not only the energy budget 
but also the activity of the processing node based on advanced 
automatic techniques. These techniques will allow an optimal 
regulation of the frequency/voltage of the converter according 
to the computational load and the load distribution in the 
various GALS processors.  In order to compensate for the 
process variation due to the technology dispersion, and 
optimize the operation of the circuit, the dynamic 
voltage/frequency regulation itself should be self-adjustable 
and robust against process variability with the variable loads 
and dispersion models.  

One of the main points of interest of the ARAVIS 
(Advanced Reconfigurable and Asynchronous Architecture 
for Video and Software radio Integrated on chip) project is to 
handle the uncertainty of a processing node over a GALS 

system due to the impact of process variability and also to 
reduce its energy-consumption by means of automatic control 
methods. Activity sensors are supposed to be embedded in 
each processing unit. These sensors provide a real 
performance measurement of different processing nodes after 
the fabrication process, which will be used afterwards by the 
operating system to distribute tasks over different nodes and 
assign those low or fault processing node tasks over idle ones. 
This means the need for the rescheduling of tasks in each 
processing node to meet the new assigned deadlines, and this 
will be achieved by controlling its voltage/frequency, which 
in accordance will control its energy of consumption.  Fig. 3 
shows this control system using three different control loops. 
The control loops are applied in different architecture levels: 
control in energy of consumption (supply voltage), control in 
the processing power (supply voltage/clock frequency) and in 
the management of the Quality of Service (QoS) provided by 
the application. Voltage, frequency and energy control loops 
are used in order to adapt the energy consumption and the 
process variability effect. The other control loop is needed to 
deal with to the QoS (at the application level), limitation of 
processing power and/or channel of communication and 
constraints in energy consumption.  

The QoS controller sends a set of information (required 
speed, No. of instructions, and deadlines for each instruction), 
which are given by the operating system (that can be statically 
inserted into the code or dynamically computed at run time by 
the OS). There are also sensors embedded in each processing 
unit in order to provide real-time measurements of the 
processor speed. Therefore, combining this information about 
the real-time requirements of the applications and the OS 
enables us to create a computational load profile with respect 
to time. Consequently, using such a profile makes possible to 
apply a fine-grain power/energy management allowing 
application deadlines to be met. Note that task scheduling is 
an important issue when using this technique. Sophisticated 
scheduling policies, as the one proposed in [11], can easily 
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Fig. 3.  Energy/Performance Control Simplified Architecture. 



 
 

 

take advantage of this work by simply interfacing to the 
hardware features proposed using an API (Application 
Programmable Interface). Here, the DVFS hardware part 
contains a DC-DC converter for voltage regulation and a 
programmable clock generator for frequency regulation. The 
energy controller dynamically controls the DC-DC converter 
to scale the supply voltage as well as the clock frequency in 
order to satisfy the application computational needs with an 
appropriate management strategy. In this way, we could 
manage the impact of process variability by the application of 
DVFS with task scheduling techniques, under the control of 
an Energy/Performance controller. For a correct system 
behavior, the controller should have strong robustness against 
process variability as will be shown in the next section. 

IV.  CASE STUDY “ARAVIS” 

A. Overall Architecture 

Using both a Network on Chip (NoC) distributed 
communication scheme and a GALS approach offers an easy 
integration of different functional units thanks to a local clock 
generation [12]. Moreover, it can allow better energy savings 
since each functional unit can easily have its own independent 
clock frequency and voltage. Hence, NoC architectures 
combined with a multi-power domain GALS system appear as 
natural enablers for distributed power management systems as 
well as for local DVFS. In this section, we present a practical 
example for modeling DVFS and local process quality 
management in a GALS system (using MATLAB/Simulink), 
which is part of the ARAVIS project aims.  

In Fig. 4, a detailed block diagram of DVFS as well as 
energy management is shown [13]. The Instruction Counter is 
used to calculate the real speed of the processor in MIPS. The 
External Timers are only used to evaluate the speed for each 
domain. The ANoC (Asynchronous NoC) is the reliable 
communication path between the different clock domains. 
The Speed Sensors disseminated into each processing node 
are used to locally evaluate the process quality. We have also 
two actuators: the DC-DC converter which provides the 
power supply voltage and the Asynchronous Ring which 
generates the desired clock frequency to each local processing 
node. Since in advanced technologies, the associated 
processor leakage has an important contribution to the system 
energy consumption, the Sleep Mode Management block is 
used to put useless processors into a sleep mode in order to 
limit their static power consumption. The Digital Control 
block manages the voltage/frequency couple. It processes the 
error between the processor Speed and the Speed set Point 
within a closed loop system and by applying a well-suited 
compensator sends the desired voltage and frequency values 
to the DC-DC converter and to the clock generator. 
Consequently, the system is able to locally adapt their output 
voltage and frequency values clock domain by clock domain. 

In this model, we also propose that data communications 
between two different processing nodes can fix the speed to 
the slowest communicating node. This is done by a local 
synchronization mechanism which is based on handshakes. 
The slowest communicating node of the ANoC fixes the 
throughput, so we have a secure communication with no 
metastability problem at the clock domain crossing and an 
adaptation to process variability.  

B. Load Model 

 In order to build a behavioral model for a processing node, 
we have to define first the major sources of its power 
dissipation. This can be summarized as follows: 

             ddleakddscdddynave

leakagecircuitshortswitchingave

VKVfKVfKP

PPPP

..... 2 ++=

++= −           (2)                    

A fictive load that behaves more like a real loaded 
processor has been built using MATLAB/Simulink. It uses (2) 
in representing its output current waveform and power 
dissipation variations. Fig. 5 shows the processing node 
behavior observed with such a simulation. It gives the current 
variation and the processed number of instructions of our 
fictive processor which depends on the applied voltage and 

Fig. 5.  Simulink simulation for the load model showing its current 
variations with different processing instructions. 
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Fig. 4.  Power management architecture proposed in a Multi-processor 

system. 



 
 

 

frequency values. The effect of loading a new instruction into 
the processor on the current waveform is shown by the 
irregular ripples with each instruction. Also the sampling 
effect on the processor current waveform has been taken into 
consideration. This model is used for testing the effect of 
applying DVFS in minimizing the average power and energy 
consumption, as will be shown next in the following sections.  

C. DC-DC Converter 

The DC/DC converter is a circuit that converts a voltage 
source (of direct current) from one voltage to another. Two 
kinds of DC/DC converter can be used. The first class is a 
continuous DC/DC converter which provides an accurate 
supply voltage, but with a weak efficiency. The second kind 
of converter used is a digitally controlled step-converter (Vdd-
hopping converter) that has a better efficiency but discrete 
output values. The Vdd-hopping technique was modeled in our 
simulation with two possible voltage levels. 

D. Frequency Controller 

The application of DFS to a system requires the use of a 
source for generating adjustable clocks. For example these 
clocks can be derived from analog Voltage Controlled 
Oscillators (VCO). However, VCO have a limited operating 
range and required a stabilization time when changing the 
frequency. Another solution is to use a standard clock divider, 
but this will make the time resolution coarser, due to counting 
integer periods of the input frequency. In addition, they give 
regular time step which implies irregular frequency step 
(usually frequency step follows “1/x” curve). Self-timed rings 
are considered as a promising solution for generating clocks. 
In [14] they are efficiently used to generate high-resolution 
timing signals. Their robustness against process variability in 
comparison to inverter rings is proven in [15]. Based on the 
behavior of programmable/stoppable oscillator of [16], a 
frequency controller which has a linear variation of its output 
frequency with respect to the digital controller feed value was 
modeled in MATLAB/Simulink. This digital controller value 
defines the operating frequency, where it has a linear variation 
with respect to it, as shown in Fig. 6. The frequency controller 

also changes its output frequency with respect to the input 
voltage. We test it under the two specified voltage levels (1.2 
and 0.8 Volts) of the DC-DC converter for 45nm CMOS 
technology. 

E. Sensing the Computational Activity 

As mentioned previously activity sensors play a critical role in 
DVFS systems and must be selected carefully. There are many 
different types of sensors that can be used: 

1. Instruction Counter: by incrementing the counter each 
time a new instruction has been executed and 
calculates the average value with respect to a reference 
clock.  

2. Activity Sensor (current sensor): that consists of an 
analog solution to monitor the activity of the system 
with respect to the amount of current consumed. The 
output of such monitor can be used as a tool to decide 
how to adjust the circuit working conditions to get the 
best power/performance circuit response. 

F.  Energy/Performance tradeoff Controller with Strong 
Process Variability Robustness 

This controller is upstream from the Vdd-Hopping and the 
asynchronous ring since it calculates the voltage and 
frequency values that have to be sent to these actuators, in 
order to minimize the energy consumption while guaranteeing 
the computational performance. We first worked on a single 
processing node and proposed in [17] a controller which can 
be divided into two parts:  

• First, the Computational Speed Controller provides an 
energy-efficient computational speed set point (dashed 
line denoted speed ref on Fig. 7). Thus, from some task 
information – for each task to treat, the OS provides its 
computational load (i.e. the number of instructions) and its 
deadline (as shown in the two top plots on Fig. 7) – and 
from the measured speed (given by the speed sensor of the 
node – a fast predictive control law calculates the best 
computational speed set point which will minimize the 
penalizing high voltage running time (shown on the 
bottom plot of Fig. 7) and so the energy consumption. 
• Then, the Frequency and Voltage level Controller fits 
the measured speed (solid line denoted speed on Fig. 7) 
with the desired one by adapting the frequency f and the 
voltage Vdd. 

The idea of the proposed control algorithm is quite simple. 
Indeed, the predictive average speed δ – i.e. the speed 
required to compute the task until its deadline (which is easily 
calculated regarding what the processor has to do, what it was 
already done and the remaining time before the deadline) – is 
dynamically computed. The voltage and the frequency values 
are then deduced: if δ > ωmax (where ωmax is the maximum 
possible speed at low voltage) the system runs at high voltage 
and maximum possible frequency (to reduce the penalizing 
high voltage running time). However, as soon as δ ≤ ωmax the 
system can switch to low voltage and we guarantee that the 

Fig. 6.  Behavioral variation of the frequency controller with respect to 
controller and voltage values. 



 
 

 

task could be finished without going back to the high voltage. 
This principle leads to a good control strategy because a 
reduction of about 20% of energy consumption is achieved 
with the 3-task test bench shown on Fig. 7 (the device runs at 
the penalizing high supply voltage only during 30% of the 
simulation time). Furthermore, the proposal is highly robust to 
process variability since the system stays a longer time at high 
voltage if the processing node is slower than expected (see 
[17] for further details). Finally, we proposed in [18] to 
extend this principle to N processing nodes which work 
together, i.e. in the same voltage and frequency domain. 

V. CONCLUSION 

In this paper a survey of different problems facing 
designers over the nanometric era was first presented. Some 
solutions were suggested in order to improve the impact of 
process variability, yield, and decreased leakage power 
consumption. A GALS system was taken as an example with 
the application of DVFS technique. The idea to use integrated 
sensors embedded in each clock domain was discussed as one 
of the promising solutions to reduce the process variability 
impact, but their practical design is still under study. A 
performance/energy control algorithm has been proposed. 
Based on this algorithm, a case study of the DVFS technique 
with an energy/performance controller in the ARAVIS project 
has been shown. The proposed feedback controller was 
proven to especially adapt more smartly voltages and 
frequencies (energy/performance) with strong process 
variability. Through this example, we demonstrated that a 
dedicated feedback system associated to DVFS is able to 
show better robustness against process variability. Currently 
we are working on the practical validation of the proposed 
ideas over STMicroelectonics 45nm technology to get more 
information about the power consumption and area overhead 
of each unit in the power management architecture.  
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Fig. 7.  Matlab simulation results of the energy/performance tradeoff 

controller (3 tasks to execute). 


